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Abstract—The RoboCup Middle Size League (MSL) robot 

soccer competition is a standard test platform for distributed 

multi-robot systems. There are many challenges in the vision 

system for MSL soccer robots. For example, huge amount of data 

from the Kinect v2 sensor leads to heavy computation burden for 

the robot's onboard industrial computer, the obstacle-detection 

algorithm is mainly dependent on the obstacle’ colors, the 

omnidirectional vision system is not able to detect the ball above 

the camera and get the objects’ height information. In this paper, 

we proposed an algorithm for object detection based on GPU 

parallel computing employing Kinect v2 and Jetson TX1 as the 

hardware platform. Parallel computing is utilized throughout all 

the steps of the object detection algorithm, so the speed and 

accuracy of the algorithm are greatly improved. We test the real-

time performance and the accuracy of the algorithm using our 

NuBot soccer robots. The experimental results show that objects 

can be detected and their 3-D information can be obtained 

accurately, satisfying the real-time requirements of the MSL 

competition and decreasing the robot's onboard computer’s CPU 

burden. In addition, the proposed algorithm for obstacle 

detection is not dependent on a specific color. 

Keywords—object detection;GPU parallel computing; RoboCup 

MSL; Jetson TX1; Kinect v2 

I. INTRODUCTION 

Robot Soccer World Cup (RoboCup 1 ) is a worldwide 
competition and academic event for promoting the research 
and development of artificial intelligence (AI) and robotics by 
providing a challenging and public testing and sharing 
platform. The Middle Size League (MSL) is one of the most 
important events of RoboCup. During the soccer competition, 
teammates, opponents and the ball are moving fast in an 
unpredictable way, leading to a highly dynamic environment. 
As a result, detecting objects (i.e., ball, obstacles, etc.) in real-
time plays a key role for a robot team. According to the game 
rules, the ball played in the competition is designed to be 
yellow, and the robots are required to be black for better 
detection and recognition. 

The omnidirectional vision sensor has been widely used 
for object detection since it allows the robot to see in all 
directions simultaneously without rotating itself or its camera 

                                                           
1  RoboCup Homepage: http://www.robocup.org/ 

[1, 2]. CAMBADA2  developed a vision library—UAVision 
based on color coding. However, the robustness is not 
satisfactory since it depends merely on the color information 
of the object, which is susceptible to the lighting condition. 
Furthermore, the omnidirectional vision sensor can only 
obtain the two-dimensional coordinates of objects while the 
measurement errors of objects’ height in the air are 
intolerable. Nevertheless, the ball cannot be detected if it is 
higher than the camera.  

Some teams, therefore, added a Kinect3 sensor to utilize 
the depth information for object detection. In [3], a Kinect 
depth camera is employed to detect the ball. In addition, the 
color segmentation results combined with the depth 
information are used to detect other objects, but it is only used 
by the goalkeeper robot for ball defending. This approach is 
not applicable to the non-goalkeeper robots because it would 
cause overload of the robot’s onboard CPU and reduce the 
efficiency of other modules such as the coordination and 
cooperation of the soccer robots. To address this problem, 
TU/e4 used Jetson TK1, to process all the data obtained from 
the Kinect sensor for ball detection [4]. However, it is not 
applied for obstacle detection.  

Regarding the methods of object detection, simple 
algorithms are preferred in order to meet the real time 
requirements. Initially, most teams used color segmentation to 
detect the objects since the color features are obvious and 
easily identifiable [1, 3, 5, 6]. Later, some teams started to 
combine the color and shape features [7]. However, in the 
scenario of a real game, the ball moves at a speed up to 10m/s, 
resulting in blurring effects, which interfere with the detection 
of shape features. Moreover, according to the 2017 MSL rules, 
the color of robots can be arbitrarily chosen (not necessarily 
black) by teams. This will greatly reduce the robustness of 
color-based object detection algorithm and introduce more 
challenges to object detection.  

A deep learning application in MSL is presented in [8], 
where object classifiers implemented by neural networks are 
trained using images obtained from an omnidirectional vision 
sensor. They are able to detect different objects during the 

                                                           
2  CAMBADA Homepage: http://robotica.ua.pt/CAMBADA/   
3  Kinect Homepage: https://developer.microsoft.com/en-us/windows/kinect  
4  TU/e RoboCup Hompage: http://www.techunited.nl/en/qualificationturtles This research was supported by National Natural Science Foundation of 

China (61403409, 61503401), China Postdoctoral Science Foundation 
(2014M562648). 
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game. However, the processing time is too long to meet the 
real time requirement.  

Due to the current situation and challenges of object 
detection, in this paper, we propose a parallel algorithm for 
using the Kinect sensor to detect the ball and obstacles in real 
time. To relieve the increasing computation load of the CPU, 

 Jetson TX1 is utilized to process the data from Kinect v2, 
together with CUDA parallel computing techniques. Note that 
the communication between TX1 and the robot’s onboard 
industrial computer is handled by the ROS master messages, 
as illustrated in Fig. 1 (b). The experimental results show that 
the whole system presented in this paper is effective to 
decrease the robot's onboard computer’s burden, and the 
parallel algorithm meets the real time and accuracy 
requirements of the robot soccer game. The main contributions 
of this paper are threefold. Firstly, we provided an innovative 
system for soccer robots, where the Kinect sensor, the Jetson 
TX1 board and the robot’s other common components are 
combined flawlessly. In addition, the ROS communication 
framework between two hosts is employed to send the object 
detection results from TX1 to the industrial computer. 
Secondly, parallel computing techniques based on CUDA are 
implemented into the ball and obstacle detection algorithms, 
which enables the robots to perceive the environment in real 
time. Thirdly, the proposed system is able to address the 
challenges introduced by the new MSL rule, which allows the 
robots to wear ‘clothes’ of different colors. 

 

Fig. 1. Illustration of NuBot implementation; (a) NuBot robot (b) Connection 

architecture of Kinect, Jetson TX1 and the robot’s onboard industrial 

computer 

The remainder of this paper is organized as follows. 
Section 2 introduces the proposed parallel algorithm for ball 
detection. Section 3 presents the proposed parallel algorithm 
for obstacle detection. In section 4, experiments are conducted 
on our NuBot soccer robot (Fig. 1 (a)) and results are analyzed 
about the accuracy and efficiency of the algorithm. Section 5 
concludes this paper and discusses the future work. 

II. BALL DETECTION BASED ON GPU PARALLEL COMPUTING 

As the ball has stationary characteristics in its color and 
shape, it can be detected according to these characteristics. 
The whole ball-detection parallel algorithm consists of several 
steps, as shown in Fig. 2.  

The pipeline of the ball detection algorithm offers pixel-
level data parallelism which can be easily exploited on the 
CUDA architecture. Since the GPU consists of multiple cores, 
it allows independent thread scheduling and execution, and is 

suitable for computation of independent pixels. Therefore, in 
the ball detection pipeline, we use m × n threads for an image 
with a dimension of m×n, and using blocks of the appropriate 
size running on multiple cores. 

 

Fig. 2. The architecture of ball detection algorithm 

A. Image Registration 

For ball detection, we need to fuse the color and depth 
information to acquire the candidate regions of the ball and 
filter those objects which are outside the game field. The open 
source driver libfreenect2 [9, 10] is used here but it does not 
provide parallel registration of the color and depth image. The 
Jetson TX1 has relatively weak CPU compared with the 
mainstream CPU processors. To improve the algorithm speed 
and for the convenience of obstacle detection to be discussed 
later, we parallelized the image registration on the GPU to 
produce point cloud. As a result, each pixel in the point cloud 
has both color value and 3-D coordinates.  

The bottlenecks of this step implemented on GPU are that 
the amount of data to process is huge, the global storage 
bandwidth is small, and the number of shared storage and 
constant storage is limited. To get around the bottlenecks, 
texture storage provided by the GPU architecture is utilized. It 
is cached on the chip and provides more effective bandwidth 
by reducing memory requests to off-chip DRAM. We use the 
texture memory to store arrays depth-to-color-mapping data. 
The computation speed is greatly improved on each thread 
since memory access time is significantly reduced. The data 
transmission between CPU and GPU is showed in Fig. 3. 

B. Color Segmentation 

A color look-up table is created after the off-line 
calibration, with different labels representing different colors. 
We segment an RGB image according to the color of the ball, 
which is set to be the foreground while the others are set to be 
the background. Since each pixel corresponds to a value in the 
look-up table, we can utilize the grid architecture of point 
cloud registration and assign a thread to process each pixel. To 
decrease the resource expenditure induced by calling a new 
kernel function, this process is directly performed in the 
registration kernel function.  

The segmentation result is showed in Fig. 4 (a) and (b). It 
should be noted that there are some noise and small holes in 
the segmentation result which will be removed in the 
following step. 

C. Morphological Image Operations 

After segmenting the ball as the foreground, a binary 
image or mask corresponding to the ball region is created. 
However, the image contains some noise, which increases the 

Vision 

Communication 

Decision 

ROS_MASTER 

LAN 

Kinect 
proces

s 

Robot 1 

Industrial computer 

(a)                                                          (b) 

 

Jetson TX1 

Image 

 Registration 

 

Color  

Segmentation 

 

Morphological 

Image 

 Operation  

Connected  

Component 

 Labeling (CCL) 

 

RGB image Depth image 

Region Center 

Computing 



difficulty to detect the ball accurately.  Therefore, 
morphological image operations such as the erosion and 
dilation are used for noise removal. The erosion removes 
small-scale details from a binary image but simultaneously 
reduces the size of regions of interest. Opposite to the erosion, 
the dilation operation diminishes enclosed holes by a single 
region and gaps between different regions, and it also fills in 
small intrusions into the boundaries of a region.  

The erosion and dilation operations in this paper are as 
follows: for every object pixel in a binary image, if 3 or more 
of its 8 neighboring pixels have opposite values to the pixel, 
then the value of this object pixel is changed to be its opposite. 
We set the threshold as 3 to help us compensate the drawbacks 
of the erosion and dilation which reduce the size of regions of 
interest (expanding the holes) and fill in small intrusions into 
the boundaries of a region (expanding the small noise) 
respectively.  

A typical result of the morphological operations on the 
segmentation result is presented in Fig. 4 (c), where the noise 
and small holes have been removed. 

 

Fig. 3. Data transmission between CPU and GPU 

D. Connected Component Labeling(CCL) 

CCL algorithm is used to label the connected components 
in a binary image. After scanning around the image, pixels in 
the same region are labeled as the same value. In this paper, 
connected pixels correspond to the eight neighboring pixels 
around a pixel. 

Different from the CCL-based labeling method proposed 
in [11] where each object pixel (e.g., the shaded rectangles in 
Fig. 5(a)) is labeled with its corresponding 1-D position in the 
image, we label the object pixels with their corresponding 
columns (Fig. 5(b)). Then for every object pixel, we change its 
label to the smallest value among its eight neighbors until it 
meets the untargeted pixel (i.e., the white rectangles) (Fig. 5 
(c)). This process repeats until all the labels remain unchanged 
(Fig. 5 (d)). The improvement of labeling object pixels with 
their corresponding columns helps the algorithm find the 
smallest value faster because every pixel has less different 
pixels to compare against it, which leads to less iterations and 
greater efficiency. The CCL results on Fig. 4(c) is presented in 
Fig. 4(d).  

 

  

Fig. 4. Segmentation results; (a) registered image. (b) color segmentation 
result. (c) the result after improved morphological image operations on (b). (d) 
CCL results on (c); different regions represented by different colors; the small 
red circle on each region is the region center. 

E. Region Center Computing 

After CCL, we compute the center of each region, count 
the number of pixels in each region with the atomic-add 
operation [12] to avoid the read/write conflict, and exclude the 
independent small noise. Although the atomic-add operation is 
not very efficient in parallel computing, it is sufficient for the 
region center computing process because this process is 
basically a sum operation and involves only small amount of 
computation. The region centers are showed in Fig. 4(d) with 
red circles. 

 

 

 

 

   

 

 

 

 
    (c)                                        (d) 

Fig. 5. CCL process; (a) Segmentation result (b) Initial Labels (c) CCL result 

after the first iteration (d) CCL final result after the second iteration 

III. OBSTACLE DETECTION BASED ON GPU PARALLEL 

COMPUTING 

According to the RoboCup MSL rules in 2017, robots can 
wear clothes of arbitrary colors, which introduces a new 
challenge to the black-color-based obstacle detection. 
Therefore, in this paper, we propose an obstacle detection 
algorithm which only depends on the shape information rather 
than the color information. It uses the histograms of the heights 
of robots in point cloud to differentiate different obstacles. This 
algorithm pipeline as shown in Fig. 6. 
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Fig. 6. The architecture of obstacle detection 

A. Point Cloud Projection and Histogram Computing 

Possible obstacles are robots, the ball, humans (e.g. 
referees), desks and walls. Desks and walls can be excluded 
since they are outside the game field while other obstacles can 
be distinguished by their heights. In particular, within the field 
of view of the Kinect sensor, the Y components (i.e., the 
heights of objects) of 3-D point cloud are projected onto the 
XZ-plane which is divided into many grid cells with the 
dimension of 50mm*50mm. For each cell in the grid, a height 
histogram is computed from the corresponding projection 
points. The height histogram is composed of three bands: the 
histo_low band, the histo_mid band and the histo_high band, 
representing the height ranges of 0 to 250 mm, 250 to 800 mm 
and over 800 mm respectively. The illustration of the 
projection and histogram computing is shown in Fig. 7. 

 

Fig. 7. The result of the projection and histogram computing (green- 

histo_low band, blue- histo_mid band, yellow- histo_high band) 

During the projection process, each pixel is processed 
individually and the statistical analysis of histograms is 
processed by multiple threads simultaneously. Although the 
degree of parallelism is high, the efficiency of parallel 
computing is decreased by some time-consuming operations 
(e.g. frequent reading of coefficients), read/write conflicts and 
warp divergence (i.e. threads inside warps [13] branch to 
different execution paths). To accelerate the speed to read 
coefficients (of coordinate transformation), we store them in 
the private registers of the threads. In addition, to prevent 
read/write conflicts, we use the atomic-add operator to 
compute the histograms.  

B. Object Point Determination 

We note that the heights of the ball, for example, only fall 
into histo_low while those of robots fall into both histo_low 
and histo_mid, and those of humans (probably adults) scatter 
over histo_low, histo_mid and histo_high. Therefore, by 
comparing the point densities in respective histogram bands 
with some thresholds acquired by experiments, we are able to 
determine whether the points in the grid cell correspond to an 
obstacle or not. If they correspond to an obstacle, then we 
define the corresponding grid cell as an object point and mark 
it with a white pixel, otherwise we mark it with a black pixel. 
Finally, the binary image representing the positions of the 
object points can be obtained, as shown in Fig. 8(b). 

C. Gaussian Filtering 

Although the object points may represent the same 
obstacle, they may not form a connected region, which can be 
seen from Fig. 8 (b). This is because the XZ-plane is 
discretized by grid cells, leading to discontinuity of object 
points. Another reason is that some data points are lost during 
the registration process. Gaussian filtering is used to address 
this problem, so the points belonging to the same obstacle can 
be connected. We use a Gaussian filter (sigma=2.0 in X-
direction and sigma=1.0 in Z-direction) to smooth the binary 
image in Fig. 8 (b), resulting in Fig. 8 (c), where the 
disconnected object points are connected as an object region. 
The next two steps, CCL and region center computing, are the 
same as those in Section 2. 

   
     (a)                                           (b)                                        (c) 

Fig. 8. The illustration of object points; (a) The raw image (b)The binary 

image showing the positions of the object points (c) The binary image after 

(b) has been processed by Gaussian filtering   

IV. EXPERIMENTAL RESULTS 

In order to test both the measurement accuracy and real-
time performance of the parallel computing algorithm that we 
used for object detection, our NuBot are adopted as the 
experimentation platforms which are equipped with the Kinect 
v2 sensor and Jetson TX1. The CUDA 7.0 is used as the 
programming interface. 

A. Measurement Accuracy of 2-D Object Positions 

In these experiments, the ball and obstacles are placed at 
different fixed locations to test the measurement accuracy of 
our parallel computing detection algorithm based on the 
Kinect sensor compared with the original omnidirectional 
vision detection system.  

 Ball Position Measurement. In this experiment, the ball is 
placed at positions belonging to the set {(X,Y) | X {120,   

160,...,680,720},Y {0,100, 100}}   in the world frame, 

and the ball positions are measured from the origin by a 
robot equipped with a Kinect detection system (parallel 
algorithm for object detection employing Kinect v2 and 
Jetson TX1 as the hardware platform) and an 
omnidirectional vision detection system (color based 
algorithm running on the robot’s onboard computer). The 
results are shown in Fig. 9. The average euclidean 
distances measurement error of the algorithm on Kinect 
detection system is as slight as 4.254 cm while that of the 
omnidirectional vision detection system is as large as 
51.329 cm. In addition, the measurement errors of the 
omnidirectional vision detection system increase 
noticeably as the distance between the ball and the robot 
increases while those of the Kinect detection system are 
lower than 8 cm. 
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 Obstacle Positions Measurement. In this experiment, an 
obstacle (a soccer robot) is placed at positions belonging to 
set{(X, Y) | X { 100, 200,... 700}, Y {25,99, 85}}        in 

the world frame, and the obstacle positions are measured 
from the position (-800, 0) by a robot with a Kinect 
detection system and an omnidirectional vision detection 
system. The results are shown in Fig. 10. The average 
measurement error of the Kinect detection system (9.914 
cm) is almost one fifth of the omnidirectional vision 
detection system (45.997 cm).In addition, the measurement 
errors of the omnidirectional vision detection system 
increase noticeably as the distance between the obstacle 
and the robot increases while those of the Kinect detection 
system are within 20 cm. Considering the physical 
dimensions of the obstacle (approximately 52 cm*52 cm) 
and the error of placing the obstacle at a specific position, 
the measurement error of our Kinect detection system is 
acceptable. 
From the ball and obstacle positions measurement results, 

we can find that the object detection algorithm based on GPU 
parallel computing on the Kinect sensor can get higher 
accuracy than the original omnidirectional vision detection 
system we used on our NuBot soccer robots. Although it is 
true that the accuracy improvement is, to some extent, due to 
the use of the more accurate vision sensor-the Kinect sensor, 
these experiments mainly aim to verify that the object 
detection algorithms which employ the parallel computing 
techniques are effective. The innovative system discussed 
above is well integrated.  
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(a)                                    (b)                                    (c) 

Fig. 9. The measurement errors of ball positions. The zoom-in images of the 

measurement errors by the Kinect detection system are provided in the left-top 

corner of each sub-figure.   
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(a)                                     (b)                                    (c) 

Fig. 10. The measurement errors of obstacle positions. The zoom-in images of 

the measurement errors by the Kinect detection system are provided in the 

left-top corner of each sub-figure. Some data points are not presented since 

the vision sensors are not able to perceive the obstacle in those cases.  

B. Measurement Accuracy of 3-D Object Heights 

To test the implementation of the algorithm and to quantify 

the measurement accuracy for object heights, we place the ball 

at different heights to find out the measurement errors of the 

parallel detection algorithm. In this experiment, the ball is put 

at positions belonging to the set {(X, Y, Z) | X {138, 238,...738},   

Y 0, Z {0, 27.5, 45.3,83.6}}   in the world frame, and the ball 

positions are measured from the origin by a robot with a Kinect 

detection system. For each ball position(X, Y, Z), 20 

measurement results are logged and the mean height errors 

(MHE) are calculated as shown in Table 1(the first line 

represent the (X, Y) position, the first column represent the Z 

value). From the table, we can find that the mean error for each 

height is less than 2cm and the variance is small.  

After combining the height measurement results with the 2-
D position measurement results obtained above, we can obtain 
the object’s 3-D position accurately by the Kinect detection 
system with our algorithm based on GPU parallel computing. 

TABLE I. THE MEAN ERROR (CM) AND VARIANCE (CM
2) OF THE OBJECT HEIGHT 

MEASUREMENT 

 

MHE(cm) (138,0) (238,0) (338,0) (438,0) (538,0) (638,0) (738,0) mean variance 

0 1.8 2.1 1.6 2.3 1.9 1.9 1.3 1.84 0.11 

27.5 1.0 0.9 1.4 0.8 0.7 1.2 2.2 1.17 0.26 

45.3 0.6 0.2 0.9 0.4 0.5 1.2 0.2 0.57 0.14 

83.6 1.2 1.4 0 0.1 0.8 0.6 0.9 0.72 0.28 

C. Object Detection Performance 

The following experiments aim to test the object detection 
performance of our proposed parallel algorithm on the Kinect 
detection system in both static environment and dynamic 
environment. 

1) Static Test.  
In this experiment, different static objects are presented in 

front of a robot equipped with the Kinect detection system for 
object detection. The detection results are illustrated in Fig. 11. 
It is obvious that in a static environment, the algorithm is able 
to detect the balls and arbitrarily-colored obstacles instead of 
relying on the yellow and black color of the ball and obstacles. 

 
(a) 

 
(b) 

Fig. 11. The static test for object detection. From left to right, there are a static 

human, an orange luggage, a ball on the ground, a soccer robot, another soccer 

robot with a ball on its top and a black luggage in the experiment as shown in 

(a). The detection result is shown in (b) where the balls are marked by grey 

spheres of the same size, and obstacles are marked by colored cuboids at the 

bottom. 

2) Dynamic Test. 
In this experiment, a ball, a robot and a piece of orange 

luggage are fixed at positions (0, 144), (0, 7) and (0, -144) 
respectively. Then another robot equipped with the Kinect 
detection system rotates around these objects following a 



circular trajectory centered at (0, 0) with a radius of 300cm. 
The robot moves at the speed of 3m/s and it’s heading points 
towards the origin all the time during the dynamic test. The 
result is demonstrated in Fig. 12(video available at 
https://nubot.trustie.net/videos). It can be seen from the figure 
that in this dynamic environment, our parallel algorithm on the 
Kinect detection system can always detect the ball and 
arbitrarily-colored obstacles, unless the objects are concealed 
by other objects. The object measurement errors are 
acceptable considering the physical dimensions of the objects 
and the existing errors for robot self-localization [2]. 

 
Fig. 12. The dynamic test for object detection. The experiment settings is 
shown in the RGB image where a ball, a robot and a piece of orange luggage 
are to be detected by the Kinect detection system carried by another robot.  
The detected positions of these objects are plotted in the left, with red, green 
and blue dots corresponding to the ball, the robot (obstacle 1) and the luggage 
(obstacle 2). 

TABLE II. THE AVERAGE COMPUTATION TIME IN EACH STEP OF THE BALL AND 

OBSTACLE DETECTION ALGORITHM 

Steps of ball detection 
time 

(ms) 
Steps of obstacles detection 

time 

(ms) 

Image Registration and Color 

Segmentation 
2.1749 

Projection and Histogram 

Computing 
1.5023 

Morphological Image 

Operation 
1.3209 Object Point Determination 0.1422 

Connected Components 

Labeling (CCL) 
0.9562 Gaussian Filtering 1.0026 

Region Center Computing 0.2177 
Connected Components 

Labeling (CCL) 
1.1248 

Total time 4.6697 Region Center Computing 3.1788 

  Total time 6.9507 

 

D. Computation Time 

The computation time for each step of the ball and obstacle 
detection algorithm during the dynamic test is logged, as 
presented in Table 2. It is obvious that the running speed of 
the algorithm is fast enough to meet the real-time requirements 
of the RoboCup MSL robot soccer competition. 

V. CONCLUSION AND FUTURE WORK 

The proposed algorithm based on CUDA satisfies the real-
time requirements of the RoboCup MSL competition. The 
accurate and real time results show that the proposed parallel 
algorithm on the kinect detection system can be applied to the 
RoboCup MSL competition. 

However, the noises from the point cloud registration step 
could cause some false object detections. In the future work, 
we will try to improve the robustness of the algorithm against 
noises. In addition, according to Table 2, the average 
computing time of each step meets the competition 
requirements, but there are still some aspects to be improved 
such as the data transmission between the CPU and GPU, the 
warp divergence in the step of “Projection and Histogram 
Computing” and the atomic-add operation in the step of 
“Region Center Computing”. So we will try to improve them 
to decrease the computing time further. 
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